MpepobpaboTka gaHHbIX N AOrUCTUYECKAs perpeccus ans
3aja4m buHapHon Knaccndpukaymnm

B 3agaHunm Bam ByseT Npea/ioXeHO 03HAKOMUTLCA C OCHOBHbLIMW TEXHUKaMK NpesobpaboTku faHHbIX, a Tak
e MPUMEHUTb X ANs 0bydeHns mogenu nornctudeckon perpeccun. Oteet notpebyeTcs 3arpy3nTb B

COOTBETCTBYIOLLYIO POPMY B BUAEe 6 TEKCTOBbLIX GaninoB.
[ns BbINnoNHEHWA 3aaaHuns TpebyeTcs Python Bepcuun 2.7, a Takke akTyasibHble Bepcumn 6ubanotek:

* NumPy: 1.10.4 v Bbiwe
e Pandas: 0.17.1 n BbiWwe
e Scikit-learn: 0.17 v Bbiwe

import pandas as pd

import numpy as np

import matplotlib

from matplotlib import pyplot as plt
matplotlib.style.use( 'ggplot")
%matplotlib inline

OnucaHmne patacera

3asava: no 38 npu3Hakam, CBA3aHHbIX C 3asBKOM Ha rpaHT (061acTb UccnefoBaHuii YU€HbIX, MHGOpPMaLMs No
nX akagemumyeckomMy 63krpayHay, pasmep rpaHTa, 061acTb, B KOTOPOW OH BbIAAETCA) Npescka3aTb, byaeTt nu
3asBKa nNpuHaTa. [ataceT BkaroyaeT B cebs nHdopmaumio no 6000 3asaBkaM Ha rpaHTbl, KOTOpble Bblan

nogaHbl B yHuBepcutete MenbbypHa B nepuog ¢ 2004 no 2008 roga,.

MonHyto BEPCUIO AaHHbIX C 6OBLIMM KOAMYECTBOM NMPU3HAKOB MOXHO HaWTK Ha

https://www.kaggle.com/c/unimelb.

data = pd.read_csv('data.csv')
data.shape

(6000, 39)

Bbigennm n3 fataceta ueneByto nepemeHHyto Grant.Status n o6o3Haumm eé 3a 'y Tenepb X obo3Havaet
obyyatoLLyto BbIBOPKY, Y - OTBETbI HA HeW

X
y

data.drop('Grant.Status', 1)
data[ 'Grant.Status']

Teopusa NoO NOrNMCTUUECKON perpeccum

Mocne 0Co3HaHMA TOro, KaKyto UMEHHO 3ajady TpebyeTcs pelnTb Ha 3TUX JaHHbIX, CeAYWUM Warom npu
peasbHOM aHanu3e 6bi1 6bl NOA6OP NOAXOAALLErO MeToAa. B saHHOM 3a4aHMK BbIGoOp MeToAa 6bi10
Npov3BeAEH 3a Bac, 3TO lorncTnyeckas perpeccus. Kpatko HamnoMHUM BaM MUCMOJb3YEeMYHO MOZAENb.

Nornctnueckas perpeccuna npesckasbiBaeT BEPOATHOCTM NPUHAANEXHOCTN 06BbeKTa K KaXKAoMy Knaccy.

CyMMa OTBETOB NIOTVNCTUUECKON Perpeccn Ha OAHOM 0b6beKTe AN BCex KNacCoB paBHa eAnHILE.
K
E mir =1, m=P(yi=k|xi,0),
k=1

rae:


https://www.kaggle.com/c/unimelb

® Tk - BEPOATHOCTb MPUHAANEXHOCTM 0bbekTa x; U3 Bbibopkun X Kk knaccy k
® () - BHyTpPeHHME NapameTpbl aNropuTMa, KOTOpPble HacTPanBatoTCs B npolecce 0byyeHus, B ciydae

NOTUCTMYECKOW perpeccun - w, b

/13 3Toro ceoictBa Mogenun B ciydae GHapHoOW knaccudukaumm TpebyeTcs BblUMCANTD ANLLb BEPOSATHOCTb
NPVHaANEXHOCTN 06bekTa K OAHOMY U3 K1acCoB (BTOpas BblUUCAAETCA U3 YCIOBUA HOPMUPOBKM

BepOHTHOCTeVI). JTa BEPOATHOCTb BbIYNCAAETCA, NCMONb3YA NOTUCTUYHECKYHO q)yHKLI,I/II-OI

1
1+ exp(—wTz; — b)

P(yizllw%e):

MapameTpbl w 1 b HaxoAATCs, Kak pelleHns ceaytoLen 3a4auv onTUMm3aLmMm (ykasaHsl dyHKLMOHanb! ¢ L1
n L2 perynspwusaLmer, C KOTOPbIMU Bbl MO3HAKOMUANCH B MPeAbAyLLMX 3afaHNAX):

L2-regularization:

l
QX,,6) = S ulw+ O’ log(1+ exp(—y;(w"z; + b)) — min

P w,b
L1-regularization:
D !
Q(X,4,0) = |wy| +C > log(1 + exp(—y;(w'z; +b))) — min
d=1 i=1 ’

C - 370 CTaHAAPTHbIN rMNepnapamMeTp MOZAENM, KOTOPbIA peryavMpyeT To, HaCKOJbKO CUAbHO Mbl NMO3BOSEM

MOZe IV MNOACTPanBaTbCs NOA AaHHbIE.

MpepobpaboTka AaHHbIX

3 cBOWMCTB A@aHHON MOAeNn cneayer, YTo:
* Bce X J0O/MKHbI ObITb YUNC/IOBBIMY J@HHbIMU (B C/lydae HaMuns CPesmn HUX KaTeropuii, nx Tpebyetcs
HeKOTOpbIM cNocoboM npeobpazoBaTh B BELLECTBEHHbIE YMCA)

* cpean X He JOMKHO BbITb MPOMYLLEHHbIX 3HAYEHWIA (T.e. BCe NPOMYLLEHHbIE 3HAUEeHWs Nepes,

NPVYMEHEHVEM MOAENN CesyeT KakMM-TO 06pa3oM 3amnoNHUTD)

Mo3aTomy 6a30BbIM 3TanoM B nNpesobpaboTtke NHOOOro gataceTa 415 NOTMCTUUYECKON perpeccum byaet
KOAMPOBaHWe KaTeropuasbHbIX MPU3HAKOB, a Tak Xe yAaNeHne Uan MHTeprnpeTaLmsa NponyLeHHbIX

3HayeHW (NPW HaMYMK TOTO UAW JPYroro).
data.head()

Grant.Status Sponsor.Code Grant.Category.Code Contract.Value.Band...see.note.A RFCD.Code.1 RFCD.Percent:

0 1 21A 50A A 230202.0
1 1 4D 10A D 320801.0
2 0 NaN NaN NaN 320602.0
3 0 51C 20C A 291503.0
4 0 24D 30B NaN 380107.0

5 rows x 39 columns

BI/I,CLHO, YTO B AaTaCeTe €CTb KakK YNCNOBbIE, TaK N KaTeropuasibHbl€ NMPU3HaKW. |_|OJ'Iyl-II/IM CANCKN WX Ha3BaHWI:



numeric_cols = ['RFCD.Percentage.l', 'RFCD.Percentage.2', 'RFCD.Percentage.3’,
'RFCD.Percentage.4', 'RFCD.Percentage.5',
'SEO.Percentage.1', 'SEO.Percentage.2', 'SEO.Percentage.3',
'SEO.Percentage.4', 'SEO.Percentage.5',

'Year.of.Birth.1', 'Number.of.Successful.Grant.1l', 'Number.of.Unsuccessful.Grar

categorical _cols = list(set(X.columns.values.tolist()) - set(numeric_cols))

Tak>ke B HEM MPUCYTCTBYHOT NPOMYyLLEHHble 3HaueHns. O4eBUAHbI peLleHrem ByaeT CKNtOUYeHNe BCex

AaHHBIX, Y KOTOPbIX MPOMyLLEeHO XOTA 6bl 04HO 3HayeHue. Caenaem 3T0:

data.dropna().shape
(213, 39)

BuaHoO, uTO TOrAa Mbl BEIGPOCKMM NMOYUTU BCE AaHHbIE, U TAaKON METOZA PelleHns B JaHHOM Ciydae He
cpaboraer.

MponyLleHHble 3HaYEHWA MOXHO TaK Xe UHTeprnpeTUpoBaTh, A/ 3TOrO CyLLECTBYeT HECKOIbKO CnocoboB,

OHW pasnnyaroTCa ANnAa KateropnanabHbIX N BELWECTBEHHbIX MPWU3HAKOB.
ﬂ'.l'lﬂ BeLWEeCTBEHHbIX NPVU3HAKOB!

® 3amMeHWTb Ha O (JaHHbLIN NpM3HaK AaBaTb BKIAZ B NpeAckasaHue A1a JaHHOro obbekTa He byzer)
® 3aMeHWTb Ha cpesHee (KaXAbl NPONYLLEHHbIN Npu3Hak byaeT faBaTb TaKOM XKe BKAad, Kak U cpesHee
3HaueHWe Npu3Haka Ha AaTaceTe)

,ﬂ,l’lﬂ KaTeropunanbHbIX:

® WHTeprnpeTMpoBaTb NPOMYLLEHHOE 3HAYEHWE, KaK ELLE OHY KaTeroputo (AaHHbIV CNocob ABaseTcs
CaMbIM eCTECTBEHHbIM, Tak Kak B C/ly4ae KaTeropuin y Hac ecTb YHMKabHas BO3MOXHOCTb He NoTepsTb
MHOOPMALMIO O HAIMUYMUK MPONYLLEHHbIX 3HAYEHWN; 0OpaTUTE BHUMaHME, YTO B C1yYae BelLLeCTBEHHbIX

NPWU3HAKOB JaHHas MHPOPMaLMA HEN3OEXHO TepseTcs)

3apaHue 0. ObpaboTka NponyLLEeHHbIX 3HAYEHUN.

1. 3anosHUTe NPonyLLEeHHble BELECTBEHHbIE 3HaUeHNA B X HYAMW U CPeAHUMM NO CcTonbLam, Ha3oBuTe
nonyyeHHble agatabperimbl X_real_zeros n X_real_mean cooTBeTcTBeHHO. s noacyéTa cpesHuX
NCMONb3yWTe ONUCaHHYIO HUXe PyHKLMIO calculate_means, koTopol TpebyeTca nepeAaTb Ha BXOJ,
BELLUECTBEHHbIE NMPU3HaKN 13 NCXOAHOTO AaTadpeinma.

2. Bce kaTeropuanbHble NpusHaky B X npeobpasyiite B CTPOKKW, NMPOMYLLEHHbIE 3HaYeHns TpebyeTcs Takxke
npeobpa3oBaTh B Kakne-anbo CTPOKM, KOTopble He ABAAOTCA KaTeropuamu (Hanpumep, 'NA'),
nofyyYeHHbI gaTadpperim HazoBumTe X_cat.

[ns o6besmHeHMs BbIOOPOK 34eCh U Aanee B 3afaHNN PEKOMEHAYETCS NCMOb30BaTh GYyHKLMM

np.hstack(...)
np.vstack(...)

def calculate_means(numeric_data):
means = np.zeros(numeric_data.shape[1])
for j in range(numeric_data.shape[1l]):
to_sum = numeric_data.iloc[:,j]
indices = np.nonzero(~numeric_data.iloc[:,j].isnull())[0]
correction = np.amax(to_sum[indices])
to_sum /= correction
for i in indices:
means[j] += to_sum[i]



means[j] /= indices.size
means[j] *= correction
return pd.Series(means, numeric_data.columns)

# place your code here
X_real_zeros = X[numeric_cols].fillna(9)

means = calculate_means(X[numeric_cols])
X_real_mean = X[numeric_cols]
for i in range(len(numeric_cols)):
X_real _mean.iloc[:, i] = X_real mean.iloc[:, i].fillna(means.values[i])

C:\Anaconda2\lib\site-packages\pandas\core\indexing.py:545: SettingWithCopyWarning:
A value is trying to be set on a copy of a slice from a DataFrame.
Try using .loc[row_indexer,col_indexer] = value instead

See the caveats in the documentation: http://pandas.pydata.org/pandas-docs/stable/indexing.html
#indexing-view-versus-copy
self.obj[item_labels[indexer[info_axis]]] = value

X_cat = X[categorical cols]
X_cat = X_cat.fillna('NA")
X_cat = X_cat.astype(str)

[Mpeobpa3zoBaHue KaTeropuasibHbIX MPU3HAKOB.

B npeapblayLien aueiike Mbl pa3genvav Hall AataceT ellé Ha ABe YacTU: B OLHON NPUCYTCTBYHOT TOIbKO
BELLLeCTBEHHbIE MPU3HAKK, B APYror TONbKO KaTeropuanbHble. TO MOHAAZ00OMTCA HaM ANA Pa3AeNbHON

nocnepytoLlert o6paboTke 3TUX AaHHbIX, a Tak Xe A8 CpaBHEHMs KadecTBa pPaboTbl TEX WU MHbIX METOZOB.

Ans ncnonb3oBaHUA Mogenn perpeccumn Tpebyetcs npeobpa3oBaTb KaTeropmanbHble NPU3HaKK B
BeLLeCTBEHHbIe. PACCMOTPUM OCHOBHOW cnocob npeobopas3oBaHNA KaTeropmanbHbiX MPU3HAKOB B
BellecTBeHHble: one-hot encoding. Ero naes 3akito4aeTcs B TOM, UTO Mbl Npeobpasyem KaTeropmasbHbIi
npu3HaK Npv noMoLn GHapHOro KoJa: KaxAoW KaTeropmm CTaBuM B COOTBETCTBME HAbOp U3 Hyneln un

eAnHuL,.
MocMoTpUM, Kak AaHHbIN MeToZ paboTaeT Ha MPOCTOM Habope AaHHbIX.

from sklearn.linear_model import LogisticRegression as LR
from sklearn.feature_extraction import DictVectorizer as DV

categorial_data = pd.DataFrame({'sex': ['male', 'female', 'male', 'female'],
"nationality': ['American', 'European', 'Asian', 'European']})
print('UcxopHble gaHHble:\n')
print(categorial_ data)
encoder = DV(sparse = False)
encoded_data = encoder.fit_transform(categorial data.T.to_dict().values())
print('\n3akoamMpoBaHHble AaHHble:\n')
print(encoded_data)

McxonOHble AaHHble:

nationality sex
0 American male
1 European female
2 Asian male
3 European female

3aKo4MpOBaHHble AaHHbIe:
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Kak BugHO, B nepBble TP KOJOHKM OKa3lanacb 3aKoAMpOBaHHa MHGOpMaLMs O CTpaHe, a BO BTOpble ABe - O
none. Mpwn 3ToM A8 COBNaZaroLLMX 31€MEHTOB BbIOOPKM CTPOKM ByAyT MONHOCTbIO COBMNaaTh. Takxke n3
npvMepa BUAHO, YTO KOAMPOBAHMWE NPU3HAKOB CUNBHO YBEIMYMBAET UX KONMYECTBO, HO MOJAHOCTbIO
COXpaHseT MHPOPMaLMIO, B TOM YMCIE O HAANYMU NPOMYLLEHHbIX 3HaYeHWI (MX Haanyme NPocTo

CTAHOBUTCA OAHUM M3 BMHApPHbIX MPV3HAKOB B NPeobpa3OBaHHbIX AaHHbIX).

Tenepb npumeHnM one-hot encoding k KaTeropuasabHbIM NMPU3HaKaM U3 UCXOAHOMO faTtaceta. Obpatute

BHMMaHWe Ha 0Bl AN BCeX METOAO0B NpeobpaboTki AaHHbIX MHTepdenc. PyHKLMS

encoder.fit_transform(X)

NMO3BOJIAET BbIUNCIINTD HeO6XOAMMbIe napamMeTpbl npeo6pa3OBaH|/m, BrnocaeacTtBnm K HOBbIM AaHHbIM

MOXHO Yy>Xe NMPUMEHATb CI)yHKLI,I/Il'O

encoder.transform(X)

OueHb BaXXHO NPUMEHATb OAMHAKOBOe Npeobpa3oBaHme Kak K 0byyatoLmMm, Tak 1 TECTOBbIM AaHHbIM,
MOTOMY UTO B MPOTUBHOM C/y4ae Bbl MOAYyYMTE HEMpPeacKasyeMble, 1, CKOpee BCero, naoxue pesynbTatsl. B
4aCTHOCTW, eCn Bbl OTAENbHO 3aKoAMpyeTe 06yYatoLLyO U TeCTOBYHO BbIGOPKY, TO MoayumnTe BoobLue

roBOpPA pa3Hble KOAbl ANA OAHUX U TEX Xe NMPU3HAKOB, 1 Balle peleHne pa6OTaTb HE 6y,a,eT.

Tak>e napameTpbl MHOMMX NpeobpazoBaHWin (HanpuMep, PacCCMOTPEHHOE HMXe MacLUTabupoBaHWE) Heb3s
BbIUMCAATD O4HOBPEMEHHO Ha AaHHbIX M3 0BYUYeHMs 1 TecTa, MOTOMY UTO MHaYe NOACUMTaHHbIE Ha TecTe
MeTpUKM KauecTBa ByAyT AaBaTb CMELLEHHbIE OLLeHKM Ha KauecTBo paboTsl anropmTtMa. KogmposaHuve
KaTeropuasibHbIX MPU3HAKOB HE CUMTAET Ha ObyyaroLLen BbIBOpKE HUKAKMX MNapamMeTpoB, MO3TOMY €ro

MO>HO MPVMEHATb Cpasy K BCemy AaTaceTy.

encoder = DV(sparse = False)
X_cat_oh = encoder.fit_transform(X_cat.T.to_dict().values())

ﬂ'flﬂ NOCTPOEHNA METPUKU KayeCTBa Mo pe3sysibTaTy o6yueva Tpe6yeTcn pa3aennTb I/ICXOAHbII‘/JI AaTaceT Ha

06yyatoLLyto 1 TECTOBYH) BbIGOPKM.

ObpallaeM BHUMaHWeE Ha 3afaHHbIV NapameTp A/ reHepaTopa ciydaiHbix ymncen: random_state. Tak kak
pe3y/abTaTbl Ha 0ByYeHMn 1 TecTe ByayT 3aBUCETb OT TOrO, KaK UMEHHO Bbl pa3jennte ob6bekTbl, TO
npepasiaraeTca MCNoab30BaTb 3apaHee onpeaenéHHoe 3HaueHre ANA NosyyYeHre pe3ybTaTos,

COrnaCoBaHHbIX C OTBETAMU B CUCTEME MPOBEPKN 3ap,aH|/||7|.

X_cat_oh = pd.DataFrame(X_cat_oh)
from sklearn.cross_validation import train_test_split

(X_train_real_zeros,

X_test_real_zeros,

y_train, y_test) = train_test_split(X_real_zeros, vy,

test_size=0.3,
random_state=90)

(X_train_real_mean,

X_test_real_mean) = train_test_split(X_real_mean,
test_size=0.3,
random_state=0)

(X_train_cat_oh,

X_test_cat_oh) = train_test_split(X_cat_oh,

test_size=0.3,
random_state=0)



y_test

3068
3835
4872
2009
5197
2912
5988
2584
3776
4779
2736
3149
1451
4224
224

399

4039
3472
3862
235

3221
5231
2438
383

2075
5984
2039
148

5049
3740
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1517
3361
3597
3556
529
2971
3532
2225
2853
567
4676
2077
4436
1872
1740
3493
1703
2570
4375
3894
3800
2142
3335
48
1136
496
1653
5175
4236
4483 7]

Name: Grant.Status, dtype: int64
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OnucaHue Knaccos

WNTaK, Mbl moayunamn nepsble HaboOpPbl AaHHbIX, 415 KOTOPbIX BbINOJAHEHbI 06a OrpaHMYEeHNs IOTMCTUYECKOMN
perpeccumn Ha BXOAHble AaHHble. OBy4YMM Ha HUX perpeccuto, NCcrnosb3ys nMerowmines B bubamoTteke sklearn
byHKUMOHaN No nogbopy rvneprnapaMeTpoB MOAeNN



optimizer = GridSearchCV(estimator, param_grid)

roe:

® estimator - obyyaroLnii anropmTMm, A8 KOTOPOro ByaeT NPon3BOAMTLCS NOAOGOP NapaMeTpoB
® param_grid - cnoBapb napamMeTpoB, KJtoUaMu KOTOPOTO ABASHOTCA CTPOKU-Ha3BaHWs, KOTOpble

nepezaroTcs anropuTMmy estimator, a 3HayeHus - Habop napameTpoB A1 nepebopa

[aHHBbI Knacc BbIMONHAET KPOCC-BanngaLmio obyyatoLelt BbI6OpKM AN Kaxaoro Habopa napameTpos u
HaxOAWT Te, Ha KOTOPbIX aAropuUTM paboTaeT nyylle BCero. ITOT METOA NO3BO/IAET HacTpavBaTh
rmnepnapameTpbl No obyuaroLen BbiIbopke, n3beras nepeobydeHuns. Hekotopble onuuoHasbHble

napamMeTpbl BbI3OBa AaHHOIO KjiacCa, KOTOpble HaM I'IOHaAO6FITCF|§

® scoring - PyHKLMOHAN KauyecTBa, MakCMMYM KOTOPOrO ULLETCH KPOCC BaaniaLmen, Mo yMONUYaHNIO
ncnonblyetca QyHKLUMA score() knacca esimator

® n_jobs - no3Bonser yckopuTb KpOCC-BavAALNIO, BbIMONHAA €€ NapaaieNbHo, YNCIO onpesenseT
KOAIMYEeCTBO OAHOBPEMEHHO 3anyLleHHbIX 3a4a4

® (v - KoaMYecTBO GONAOB, Ha KOTOPble pa3brBaeTCca BbIGOPKa Npu KPpoCC-BannaaLmm

Mocne nHnumanmsaumm knacca GridSearchCV, npouecc nogbopa napameTpoB 3amnyckaeTcs CIeAyoWwmM
MeTOAOM:

optimizer.fit(X, y)

Ha BbIXo4e A/14 noayyeHna I'Ipe,ﬂ,CKa3aHI/II71 MO>XHO MOJib30BaTbCA q)yHKLI,VIeI;I

optimizer.predict(X)

Ana MeTokK nan

optimizer.predict_proba(X)

ANS1 BEPOATHOCTEW (B C/lyYae MCMONb30BaHWSA NOTMCTUYECKOW perpeccun).

Tak>ke MOXHO HanpsAMYyHo NOyYnTb ONTUMaNbHbIN KAacc estimator 1 onTMManbHble NapaMeTpsbl, Tak Kak OHU
ABAseTcs aTpmbyTtamm knacca GridSearchCV:

® best_estimator_ - nyywwimin aaropmtm

* best_params_ - nyywmin Habop napameTpoB

Knacc normnctnueckon perpeccum BoIrnaanT caefyrowmnm obpasom:
estimator = LogisticRegression(penalty)
rae penalty npyHumaet anbo 3Hadverme 'I2', ambo 'I1'. o ymonuyaHuto yctaHaBamBaeTca 3HayeHue '12', n

Be3/e B 3a/laHnK, ecin 06 3TOM He OroBopeHo 0cobo, NpeanoaaraeTca UCNoNb30BaHME TOTUCTUYECKON
perpeccuu ¢ L2-perynspusaymen.



3aaaHuve 1. CpaBHeHne cnocoboB 3anoiHeEHUA
BeLLECTBEHHbIX MPOMNyLEeHHbIX 3HAUEHUN.

. CoctaBbTe gBe obyyatoLine BbIGOPKM M3 BELLLECTBEHHbIX U KaTeropraabHbIX MPU3HAKOB: B O4HON

BeLLLeCTBEHHbIE NPU3HaKK, FAe NPOnyLLeHHbIe 3HaYeHWNA 3anoJIHEHbI HYNSMU, B APYrO - CPeAHUMMN.
PekoMeHzayeTcs 3anncbiBaTh B BbIOOPKM CHayasa BeLLeCTBEHHbIE, a MOTOM KaTeropuasibHble NpuU3HaKu.

. OByunTe Ha HUX NOTUCTUYUECKYH Perpeccuto, nogbrpas napaMeTpbl U3 3aaHHOM ceTkM param_grid no

MeToAy Kpocc-Banvaaunm ¢ umcioM ¢ongos cv=3. B kauectse onTvMum3npyemon GyHKLMN UCMONb3yiTe
3alaHHYO0 MO YMOJTHAHMIO.

. MocTpoiite gBa rpadurka OLEHOK TOYHOCTM +- UX CTaHAPATHOrO OTKJIOHEHWS B 3aBUCMMOCTN OT

rmnepnapameTpa v ybeamTech, UTO Bbl AENCTBUTENBHO HaLLIM €€ MakcMMyM. Takxke obpaTtute
BHMMaHWe Ha 60MbLLYIO AUCNEPCUIO MOAYyYaeMbIX OLLEHOK (YMEHbLINTb €€ MOXHO YBeAUYEHNEM Yncaa
donaoB cv).

. Monyunte aBe meTpukm kavectea AUC ROC Ha TecToBOI BbiIGOpKe 1 CcpaBHUTE Nx Mexay coboin. Kakor

Crnocob 3anosiHeHus nponyLweHHbIX BeWweCTBEeHHbIX 3HaUEeHUM pa60TaeT J'Iyl-ILLIe? B ,a,aane|7|LueM ana
BbIMO/IHEHWNA 3a4aHNA B Ka4yeCTBe BELWECTBEHHbIX MPU3HAKOB VICFIOJ'IbSyI\/’ITe Ty BbI60pKy, KOTOpa“n lCI,E,!éT
Jiydllee Ka4yecTBO Ha TecTe.

. Mepepaiite aBa 3HaueHns AUC ROC (cHauana ans BbIGOPKK, 3aMOJHEHHOW CPESHUMM, MOTOM A5

BbIOOPKM, 3aNONHEHHOW HyAAMN) B GYyHKLMIO write_answer_1 v 3anyctute eé. [onyyeHHbI daiin
SBNSIETCA OTBETOM Ha 1 3aaHue.

WNHdopmaums ana nHTepecyowmnxcs: BoobLe roBops, He BNoJiHe OTMYHO ONTUMMU3MPOBATb Ha KPOCC-

Ba/MAaL N 3aZlaHHbIA MO YMONUYaHWNIO B KNacce NOTMCTUYECKON perpeccun GyHKLMOHaN accuracy, a

n3mepsTb Ha Tecte AUC ROC, HO 37O, Kak 1 orpaHnyeHve pa3mepa BbI6OPKM, CAENAHO ANs YCKOPEHWS

pa 60TbI N pouecca Kpocc-Banngarmn.

from sklearn.linear_model import LogisticRegression
from sklearn.grid_search import GridSearchCV
from sklearn.metrics import roc_auc_score

def plot_scores(optimizer):

scores = [[item[@]['C'],

item[1],

(np.sum((item[2]-item[1])**2)/(item[2].size-1))**0.5] for item in optimizer.gric
scores = np.array(scores)
plt.semilogx(scores[:,0], scores[:,1])
plt.fill between(scores[:,0], scores[:,1]-scores[:,2],

scores[:,1]+scores[:,2], alpha=0.3)

plt.show()

def write_answer_1(auc_1, auc_2):

auc = (auc_1 + auc_2)/2
with open("preprocessing lr_answerl.txt", "w") as fout:
fout.write(str(auc))

param_grid = {'C': [0.01, ©0.05, 0.1, 0.5, 1, 5, 10]}

cv

= 10

# place your code here

X_train_cat_oh = pd.DataFrame(X_train_cat_oh)

X_train_cat_oh.index = X_train_real_zeros.index
zero_X = pd.concat([X_train_real_ zeros, X_train_cat_oh], axis=1)

X_train_cat_oh.index = X_train_real_mean.index
mean_X = pd.concat([X_train_real _mean, X_train_cat_oh], axis=1)



LogisticRegression()
GridSearchCV(estimator_zero, param_grid, cv=10, n_jobs=-1)

In [16]: estimator_zero
optimizer_zero

optimizer_zero.fit(zero_X, y_train)
print ‘zeros', optimizer_zero.best_score_
plot_scores(optimizer_zero)

zeros 0.799285714286
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In [17]: estimator_mean
optimizer_mean

LogisticRegression()
GridSearchCV(estimator_mean, param_grid, cv=10, n_jobs=-1)

optimizer_mean.fit(mean_X, y_train)
print 'means', optimizer_mean.best_score_
plot_scores(optimizer_mean)

means 0.801666666667
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In [18]: score_zero = roc_auc_score(y_test, optimizer_zero.predict_proba(pd.concat([X_test_real_zeros,

In [19]: score_zero

Out[19]: ©.88681261298940406

In [20]: score_mean = roc_auc_score(y_test,optimizer_mean.predict_proba(pd.concat([X_test_real_mean, X_i

In [21]: score_mean

Out[21]: ©.88770972256422387

In [22]: write_answer_1(score_zero, score_mean)



MacwTabun poBaHUe BeWECTBEHHDLIX NMPU3HAKOB.

Monpobyem Kak-To yay4LIMTb Ka4ecTBO Knaccupukaumu. [ns 3Toro NOCMOTPUM Ha CaMU aHHble:

from pandas.tools.plotting import scatter_matrix

data_numeric = pd.DataFrame(X_train_real zeros, columns=numeric_cols)

list cols = ['Number.of.Successful.Grant.1l', 'SEO.Percentage.2', 'Year.of.Birth.1']
scatter_matrix(data_numeric[list_cols], alpha=0.5, figsize=(10, 10))

plt.show()
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Kak BUAHO 13 rpaduKoB, pasHble NPU3HAKM OUYEHb CUIBHO OTANYAOTCA APYr OT Apyra NO MOAY/H 3HAUYEHWIA
(obpaTnTe BHMMaHMWE Ha AMana3oHbl 3HaUEeHU ocel X 1 y). B cnyyae obblYHOM perpeccum 3To HUKakK He
B/IMSET Ha KaYeCcTBO 06yyYaeMomn MoAenu, T.K. y MEHbLUNX NO MOAY/O MpU3HaKkoB ByayT 6oablune Beca, HO
NPV NCNOAb30BaHWW peryasapusanunm, Kotopas wrpadpyet moenb 3a 6oabLIMe Beca, perpeccus, kak

npaBuio, HaunHaeT paboTaTtb Xyxe.

B Takmx cnyyasx Bcerga pekomeHAyeTca Aenatb CTaHAapTM3aunio (MacwtabupoBaHmne) NpusHakos, ANs TOro
4TOObI OHN MeHbLLE OTIMYANWCh APYT APYra MO MOAY/LO, HO NMPW 3TOM He HapyLlaancb HUKakme apyrve
CBOWCTBa NPW3HAaKOBOro NPOCTPaHCTBa. [pu 3TOM gaxke eciv UTOroBOE KayecTBO MOAENN Ha TecTe
YMEeHbLUIAETCs, 3TO MOBbIWAET €€ MHTeprnpeTabeslbHOCTb, MOTOMY YTO HOBbIE BECa MMEHOT CMbICA

"3HauyMMoCTM" faHHOro NpU3Haka ANs UTOrOBOW KnaccudukaLlmm.



CTaHAapTI/BaLI,I/Iﬂ OCyLecTBAeTCA NOCPEeACTBOM BblHETa M3 Ka>XKA0ro NpusHaka cpegHero sHavyeHna m

HOPMMWPOBKN Ha BbIODOPOYHOE CTaHAAPTHOE OTKJIOHEHME!
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3apaHuve 1.5. MacwtabupoBaHMe BelwecTBEHHbIX MPU3HAKOB.

1. Mo aHanoruu ¢ Bbi3oBOM one-hot encoder npunMmeHunTe MaCLLITa6I/IpOBaHI/Ie BeLWEeCTBEHHbIX NPMU3HAKOB

Ans obyvaroLmx 1 TecToBbIX Bbibopok X_train_real_zeros n X_test_real_zeros, ncnonssys knacc

StandardScaler

N MeTo bl

StandardScaler.fit_transform(...)
StandardScaler.transform(...)

2. CoxpaHuTe oTBeT B nepemeHHble X_train_real_scaled n X_test_real_scaled cooTBeTcTBEHHO

from sklearn.preprocessing import StandardScaler

# place your code here

scaler = StandardScaler()

X_train_real_scaled = scaler.fit_transform(X_train_real_zeros)
X_test_real_scaled = scaler.transform(X_test_real_zeros)

CpaBHeHMe NPU3HAKOBbIX MPOCTPAHCTB.

MocTponMm Takume xe rpadukn ana npeobpasoBaHHbIX AaHHbIX

data_numeric_scaled = pd.DataFrame(X_train_real_scaled, columns=numeric_cols)
list_cols = ['Number.of.Successful.Grant.1', 'SEO.Percentage.2', 'Year.of.Birth.1']
scatter_matrix(data_numeric_scaled[list cols], alpha=0.5, figsize=(10, 10))
plt.show()
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Kak BUgHO 13 rpaduKoB, Mbl He MOMEHSANN CBOWCTBA MPU3HAKOBOrO MPOCTPAHCTBA: TMCTOrpaMMbl
pacrnpeseneHnii 3Ha4eHn NPU3HaKoB, Kak 1 nx scatter-plots, BbIrNAAAT Tak Xe, Kak U 4O HOPMUPOBKW, HO
NPV 3TOM BCE 3HAYEHWNA TENEpPb HAXOAATCA MPUMEPHO B OAHOM AMana3oHe, TeM CaMblM MOBbILLAs

I/IHTepI'IpeTa6eJ'IbHOCTb PE3YyNbTaTOB, a TakK>XXe Jiyylle CoOYeTanachb C I/IAeO.I'IOFI/Iel‘;I peryaapunsaudmn.

3apgaHune 2. CpaBHeHUe KavecTBa Kaaccupukaumm Ao v
nocae MmaclwTabnpoBaHusa Beww,eCTBEHHbIX MPU3HAKOB.

1. OBbyuuTe eLLé pa3 perpeccuto 1 runepnapameTpbl Ha HOBbIX NMPU3HaKax, 06beaNHNB 1X C
3aKOAMPOBAHHBIMWN KaTeropmasbHbIMU.

2. lpoBepbTe, HbIN M HaZEH ONTMMYM accuracy no runeprnapaMeTpamM BO BPeMA KPOCCBaIMAaLNN.

3. Monyunte 3HaueHne ROC AUC Ha TecToBOM BbIGOPKE, CPaBHUTE C NIyULLVUM Pe3yabTaToOM, NOAYYEHHbIMU
paHee.

4. 3anuwwnTe NoNyYeHHbIN oTBeT B darin npu nomowm GyHKLMM write_answer_2.

def write_answer_2(auc):
with open("preprocessing lr_answer2.txt", "w") as fout:
fout.write(str(auc))

# place your code here

X_train_scaled = np.hstack((X_train_real_scaled, X_train_cat_oh))
X_test_scaled = np.hstack((X_test_real _scaled, X test_cat_oh))



In [28]: estimator = LogisticRegression()
optimizer = GridSearchCV(estimator, param_grid, cv=10)
optimizer.fit(X_train_scaled, y_train)
plot_scores(optimizer)

g2 -

08l -
080 -
079 -
078 -
077 -
076 -
075 -
074 -

073~ N S ——
10 10! 10° 10!

In [29]: print 'Zeros', optimizer.best_score_

Zeros 0.799523809524

In [30]: score = roc_auc_score(np.array(y_test), optimizer.predict_proba(X_test_scaled)[:, 1])

In [31]: score

Out[31]: ©.88708483934314253
Tn [32]: write_answer_2(score)

In [ ]:



